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1. INTRODUCTION 

1.1. SIMD 2004 

The Scottish Index of Multiple Deprivation (SIMD) 2004
1
 is an area-based measure of 

deprivation defined for each of the 6,505 Scottish Neighbourhood Statistics (SNS) Data 

Zones
2
. It is a combination of 6 measures of different aspects, or domains of deprivation: 

• Current Income; 

• Employment; 

• Health; 

• Education, Skills and Training; 

• Geographic Access and Telecommunications; 

• Housing.  

A major application of the SIMD 2004 is the identification of small areas of severe multiple 

deprivation, so that Community Regeneration funds can be allocated to Local Authorities 

(LAs) in relation to their needs
3
. 

Calculation of the SIMD 2004 was performed by the Office of the Chief Statistician (OCS) 

for the Scottish Executive (SE), using methods previously developed by the Social 

Disadvantage Research Centre (SDRC) at the University of Oxford. The methodology 

employs a wide range of statistical techniques, many of them representing significant 

innovation in the small-area measurement of deprivation. However, there has been little 

empirical work to evaluate these methods or to compare the resultant indices with those 

produced using alternative methods. 

1.2. SCOTTISH EXECUTIVE STRATEGY 

In December 2002, the SE's Central Statistics Unit commissioned the Scottish Centre for 

Research on Social Justice to make recommendations for developing a long-term strategy for 

measuring deprivation in Scotland
4
. These recommendations largely reinforced the 

methodology used for the production of the SIMD 2003
5
 and, subsequently the SIMD 2004. 

However, one of the specific recommendations was to commission further work to improve 
the shrinkage techniques used, and to reconsider the use of factor analysis for the 
combination of indicators in the calculation of some domain scores. 

1.3. PROJECT BRIEF 

In November 2004, following the publication of the SIMD 2004, the SE issued invitations to 

tender for the provision of an “Evaluation of the Statistical Techniques in the Scottish Index 

of Multiple Deprivation”. This was in line with the long-term strategy for the measurement of 

deprivation in Scotland, but was more wide ranging than originally recommended. Five areas 

in particular were highlighted for review; shrinkage, factor analysis, exponential 

transformation, weights for combining domains, and uncertainty. 

1.4. PURPOSE OF THIS REPORT 

This Report describes the work carried out by the authors, in collaboration with members of 

the Expert Advisory Group (EAG), in accordance with the Evaluation Plan that evolved from 

the Project Brief, the Tender submitted by the Robertson Centre for Biostatistics, University 
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of Glasgow, and from discussions between the authors, the EAG and representatives of the 

OCS. 

Section 2 describes the initial phase of the project, in which the programs used by the OCS to 

produce the SIMD 2004 were validated by replicating the algorithm in another computer 

language and confirming that the resultant domain scores and SIMD match those produce by 

the OCS. 

Section 3 outlines the plan that was adopted for the evaluation of the statistical methods used 

in the SIMD 2004. Each area of the original brief is covered separately; however, the 

assessment of uncertainty is discussed first, reflecting the consideration that this aspect of the 

project could form the main basis for the evaluation of alternative methods in other areas. The 

methods of evaluation of each of the five areas are then described in more detail in Sections 4 

through 8. The results of these evaluations are presented in Section 9. Section 10 discusses the 

results of the evaluation and Section 11 lays out the recommendations of the authors. Section 

12 lists the references used in this report, and a series of Appendices are included with 

additional Tables and Figures. 

This Report is necessarily detailed and, in places, technically complex. An Executive 

Summary has also been written, outlining the main findings and recommendations arising 

from this work. 
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2. REPLICATING THE ORIGINAL SIMD 2004 

The published SIMD 2004 data consist of the ranks of each data zone on each domain and on 

the SIMD
6
. Also published are the domain and SIMD scores, though for some indicators, the 

values for a few data zones are suppressed, since they represent very small numbers of 

individuals and as such could be viewed as partly identifiable data. The initial step to 

evaluating the SIMD 2004 was to verify that the published figures relating to rankings are the 

true result of applying the reported algorithm to the raw deprivation indicators. 

2.1. STRUCTURE OF THE SIMD 

The 6 domain scores
1
, each measuring a different aspect of deprivation, are: Current Income; 

Employment; Health; Education, Skills and Training; Geographic Access and 

Telecommunications; and Housing. The SIMD 2004 is formed by combining the 6 domain 

scores, to give a single measure of multiple deprivation. 

2.1.1. CURRENT INCOME DOMAIN 

The income domain is the percentage of the population living in households in receipt of 

means tested benefits. The number of income deprived people in a data zone is defined to be 

the sum of the numbers of individuals receiving one of the following eight benefits: 

• Adults in Income Support households (April 2002) 

• Children in Income Support households (April 2002) 

• Adults in Income Based Job Seekers Allowance households (August 2001) 

• Children in Income Based Job Seekers Allowance households (August 2001) 

• Adults in Working Families Tax Credit Households below a low income threshold 

(April 2002) 

• Children in Working Families Tax Credit Households below a low income threshold 

(April 2002) 

• Adults in Disability Tax Credit households below a low income threshold (April 2002) 

• Children in Disability Tax Credit households below a low income threshold (April 

2002) 

This is then expressed as a percentage of the total data zone population. 

2.1.2. EMPLOYMENT DOMAIN 

Similar to the income domain, the employment domain is the percentage of the working age 

population that want to work but are excluded due to unemployment, ill health or disability. 

The number of employment deprived people in a data zone is defined to be the sum of the 

numbers of individuals falling into one of the following four categories: 

• Unemployment Claimant Count averaged over 12 months of those men aged under 65 

and women aged under 60 (2002) 

• Incapacity Benefit recipients, men aged under 65 and women aged under 60 (April 

2002) 
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• Severe Disablement Allowance recipients, men aged under 65 and women aged under 

60 (April 2002) 

• Compulsory New Deal participants – New Deal for the under 25s and New Deal for 

the 25+ not included in the unemployment claimant count (April 2002). 

This is then expressed as a percentage of the total working age population (men up to age 65 

years, women up to age 60 years) in each data zone. 

2.1.3. HEALTH DOMAIN 

The health domain is made up of seven indicators. Five of these can be expressed in relatively 

simple terms: 

• Hospital episodes relating to alcohol use 

- the number of alcohol-related discharges in each data zone during a four-year period 

from 1998-2002, expressed as a percentage of the total data zone population (estimated 

as 4 times the 2001 data zone population) 

• Hospital episodes relating to drug use 

- the number of drug-related discharges in each data zone during a four-year period 

from 1998-2002, expressed as a percentage of the total data zone population (estimated 

as 4 times the 2001 data zone population) 

• Emergency admissions to hospital 

- the number of emergency admissions in each data zone during a four-year period 

from 1998-2002, expressed as a percentage of the total data zone population (estimated 

as 4 times the 2001 data zone population) 

• Proportion of the population being prescribed drugs for anxiety, depression or 

psychosis 

- the sum of the estimated numbers of individuals being prescribed each class of drug 

in 2002, expressed as a percentage of the total data zone population registered with a GP 

• Proportion of live singleton births of low birth weight (<2,500g) 

- the number of live singleton births of low birthweight in each data zone over a four-

year period between 1998 and 2002, expressed as a percentage of the total number of 

live singleton births over the same period 

To improve the quality of these data when measured at small area level, a shrinkage technique 

is applied
*
. 

The remaining two health domain indicators are directly-standardised measures of the level of 

ill-health in each data zone: 

• Comparative Mortality Factor (CMF) 

- formed from the numbers of male and female deaths occurring in each data zone in 

5-year age bands (0-4, 5-9, …, 85-89 and 90 years) during a four-year period from 

1998-2002, expressed as a percentage of the data zone sex- and age-group population 

(estimated as 4 times the 2001 population) 

                                                
*
 In short, the value of each indicator in each data zone is replaced by a combination of the indicator value for 

that data zone and the average indicator value for the local authority in which the data zone lies. The 

combination of data zone and local authority indicator values is weighted inversely to the within- and between-

data zone variances. In general, large data zones, with more stable data (smaller within-data zone variance) are 

given greater weight than small data zones with less stable data. Therefore, the raw indicator value in each data 

zone moves towards the local authority average; the degree of movement is greater in smaller data zones with 

less stable indicator values. 
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• Comparative Illness Factor (CIF) 

- formed from the average of the numbers of men and women in each data zone in 5-

year age bands (0-4, 5-9, …, 80-84 and 85 years) reporting poor general health at the 

2001 Census and the numbers reporting a longstanding illness, expressed as a 

percentage of the data zone sex- and age-group population 

The CMF and CIF indicators are age- and sex-standardised by the method used for the SIMD 

2003
*
 and represent the level of mortality and ill-health relative to the national average; the 

value of 100 corresponds to an average data zone, values greater than 100 imply higher than 

average levels of mortality or ill-health and therefore higher levels of deprivation. 

These seven indicators are transformed by ranking and converting to standard Normal 

distributions, and then combined using maximum likelihood factor analysis, assuming a 

single latent factor; the weights derived from factor analysis are scaled to have unit sum, and 

the resulting factor score is defined to be the health domain score. 

2.1.4. EDUCATION, SKILLS AND TRAINING DOMAIN 

The education domain is made up of five indicators: 

• Pupil Performance at SQA Stage 4 

- the average SQA score of pupils in each data zone in 2001-02, with the denominator 

including an estimate of the number of eligible pupils not taking any exams 

• 16-18 Year-Olds not in Full-Time Education 

- estimated from the difference between the 15-17 year-old data zone population in 

2001 and the number of 16-18 year-old child benefit claimants (and therefore in full-

time education) in 2002, expressed as a percentage of the 15-17 year-old data zone 

population in 2001 

• 17-19 Year-Olds not Successfully Applied to Higher Education (2000-02) 

- estimated from the difference between the 16-18 year-old data zone population in 

2001 and the number of 17-19 year-olds who have successfully applied to higher 

education in 2002, expressed as a percentage of the 16-18 year-old data zone population 

in 2001 

• Working Age Adults with no Qualifications 

- formed from the numbers of working age men (25-64 years) and women (25-59 

years) in 5-year age bands with no qualifications as determined by the 2001 Census, 

expressed as a percentage of the data zone sex- and age-group population 

• Secondary Level Absences 

- the estimated number of half-day absences during 2001-02, expressed as a 

percentage of the estimated total number of potential half-day absences during the same 

period 

The Working Age Adults with no Qualifications indicator is age- and sex-standardised using 

the same method as the CMF and CIF indicators in the health domain. Pupil Performance at 

SQA Stage 4 is shrunk by an analogous method to that used for indicators expressed as rates, 

using the within- and between-data zone variance in SQA scores; since low average SQA 

                                                
*
 For each age- and sex-group, the observed indicator values are shrunk towards the local authority average level. 

The shrunken rates are applied to the national age-sex distribution and summed, then divided by the total number 

of deaths nationally and scaled by multiplication by 100. Data zones with above average mortality rates or rates 

of ill-health therefore have CMF or CIF values greater than 100. 
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scores reflect deprivation, the negative of the shrunken indicator is used. Other indicator 

variables are expressed as rates and are shrunk using the standard method. 

Shrunken indicators are ranked and transformed to standard Normal distributions, then 

combined with factor analysis to create the education domain score. 

2.1.5. GEOGRAPHIC ACCESS AND TELECOMMUNICATIONS DOMAIN 

The access domain is made up of five indicators: 

• Average drive time to GP 

• Average drive time to supermarket 

• Average drive time to petrol station 

• Average drive time to primary school 

• Average drive time to post office 

No shrinkage is applied; the indicators are ranked and transformed to standard Normal 

distributions, then combined with factor analysis to create the access domain score. 

2.1.6. HOUSING DOMAIN 

The housing domain is made up of two indicators, derived from the 2001 Census: 

• Persons in households which are overcrowded 

• Persons in households without central heating 

Each is expressed as a percentage of the total data zone population. The housing domain is 

defined as the sum of the two indicators. 

2.2. PROGRAMMING LANGUAGE 

The original programs produced by the OCS for the calculation of the SIMD 2004, based on 

the techniques used by the SDRC for previous multiple deprivation indices, were written 

using the statistical programming language SAS
7
. For this project, it was decided that 

programs would be written using the statistical programming language SPlus
8
. One benefit of 

using a different programming language is that the process of replicating the algorithms that 

produced the SIMD 2004, rather than merely copying those used previously, would act as a 

validation of the original programs. Secondly, the SPlus language is function-based, so that 

each element of the algorithm is incorporated into the program as a function, or subroutine; 

changing one part of the algorithm (e.g. using a different method of shrinkage) is simply a 

matter of changing one function within the program (e.g. the shrinkage function). SAS is 

more efficient for working with large datasets; however, it was felt that the advantages of 

SPlus outweighed those of SAS for this project. 

2.3. DIFFERENCES BETWEEN ORIGINAL AND REPLICATED SIMD 2004 

The original domain scores and SIMD were successfully replicated. Figure 2.1 shows the 

replicated and original (published) SIMD 2004 scores to be virtually indistinguishable. 

However, the replicated and original SIMD 2004 scores, and more importantly, the data zone 

ranks, are not identical. 

Table 2.1 summarises each domain score and the SIMD as originally produced as well as the 

differences between the original and replicated scores and ranks in each data zone. In general, 

the absolute differences between the original and replicated scores are small compared to the 

scale of each score, though these small absolute differences result in some data zones having 

different ranks under the replicated SIMD. The exceptions to this are the income and 
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employment domains, where the absolute differences between the replicated and original 

scores are approximately ±0.05%, though the rankings under the two sets of scores are 

identical. This is a result of the original income and employment domain scores being 

reported to the nearest 0.1%, though with the ranks calculated from the exact scores. 

The differences between the original and replicated domain scores and SIMD are too small to 

be due to coding errors in the programs that replicate the SIMD algorithms. They are most 

 

Figure 2.1. Original and replicated SIMD 2004 scores. 

 

     

 Published Data  
Differences between 

Replicated and Published Data 
Mean (SD) 

Median (IQR) 

[Range]  Scores  Scores Ranks 

Income 

Domain 
 

14.9 (12.1) 

11.6 (5.5, 20.9) 

[0.0, 80.5] 

 

0.00 (0.03) 

0.00 (-0.02, 0.03) 

[-0.05, 0.05] 

0.0 (0.0) 

0.0 (0.0, 0.0) 

[0.0, 0.0] 

Employment 

Domain 
 

14.0 (9.4) 

11.6 (6.6, 19.3) 

[0.0, 64.7] 

 

0.00 (0.03) 

0.00 (-0.03, 0.02) 

[-0.05, 0.05] 

0.0 (0.0) 

0.0 (0.0, 0.0) 

[0.0, 0.0] 

Health 

Domain 
 

0.00 (0.79) 

-0.02 (-0.58, 0.54) 

[-2.37, 2.88] 

 

0.0000 (0.0014) 

0.0000 (-0.0009, 0.0009) 

[-0.0056, 0.0051] 

0.0 (3.9) 

0.0 (-2.0, 2.0) 

[-17.0, 16.0] 

Education 

Domain 
 

0.00 (0.87) 

-0.01 (-0.62, 0.64) 

[-2.67, 2.75] 

 

0.0000 (0.0002) 

0.0000 (-0.0001, 0.0001) 

[-0.0033, 0.0032] 

0.0 (0.6) 

0.0 (0.0, 0.0) 

[-8.0, 5.0] 

Access 

Domain 
 

0.00 (0.80) 

-0.05 (-0.51, 0.43) 

[-2.75, 3.07] 

 

0.0000 (0.0000) 

0.0000 (0.0000, 0.0000) 

[0.0000, 0.0007] 

0.0 (0.2) 

0.0 (0.0, 0.0) 

[-2.0, 2.0] 

Housing 

Domain 
 

19.6 (14.8) 

15.8 (10.0, 24.6) 

[0.0, 113.4] 

 

0.0 (0.0) 

0.0 (0.0, 0.0) 

[0.0, 0.0] 

0.0 (0.2) 

0.0 (0.0, 0.0) 

[-3.0, 3.5] 

SIMD  

21.7 (16.6) 

16.9 (9.1, 29.5) 

[0.5, 87.6] 

 

0.0 (0.0) 

0.0 (0.0, 0.0) 

[-0.1, 0.1] 

0.0 (1.1) 

0.0 (0.0, 0.0) 

[-7.0, 7.0] 

Table 2.1. Summaries of published domain and SIMD 2004 scores, and of differences in 

scores and data zone rankings between replicated and published data 
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likely to be due to a combination of factors, including rounding error (supported by the 

observation that the greatest disparities between the two sets of scores lies in the health 

domain, where shrinkage is carried out on a total of 79 variables, if you include those shrunk 

as part of the calculations for the CMF and CIF indicators) and slight differences between 

SAS and SPlus in their internal calculations (e.g. in the Factor Analysis algorithms, or the 

conversions to Normal or Exponential distributions). 

Nevertheless, the fact that these minor differences brought about by the use of an alternative 

programming language result in changes in ranking between data zones, indicates the inherent 

sensitivity of the rankings. The differences observed during the replication process are 

between data zones with very similar levels of deprivation, which cannot be separated with 

any degree of confidence. Allowing only for this one source of uncertainty, a handful of data 

zones may be classified as lying within the most deprived 15% of areas (the threshold used 

for the allocation of LA funds) or not, depending on the programming language used. 

Extending this argument, if we accept that the observed raw indicator data are themselves 

observations of random variables, reflecting an underlying level of deprivation on a particular 

domain with some imprecision, then it becomes apparent that there is uncertainty throughout 

the SIMD algorithm. Consequently, the observed rankings of each data zone on any one 

domain or on the SIMD cannot be viewed as ‘truths’, but as estimates of the data zone’s 

ranking on the chosen score. It is therefore appropriate that attempts should be made to 

estimate the degree of uncertainty in these estimates. 

Although it was possible to replicate the original SIMD algorithm, an error was noted in the 

original calculations. The formula used for the calculation of the within data zone variance of 

SQA scores was incorrect. OCS were alerted of this error as soon as it became apparent and 

are investigating the implications independently of this report. 

The programming error noted above resulted in minor differences compared to the original 

education domain and SIMD scores and rankings. The correlations between the SIMD scores 

and ranks produced with or without this error are 98.9% and 99.6% respectively, and as a 

result of correcting the error, 2 data zones are reclassified as one of the most deprived 15% 

nationally, with another 2 data zones no longer achieving this classification. 

For the remainder of this report, the corrected domain and SIMD scores and ranks, as 

produced by SPlus, will be referred to as the “Original” values, for the purposes of 

comparison with values produced under modifications to the original algorithm. 
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3. EVALUATION PLAN 

During the preparation of the original tender bid, and in discussions between members of the 

RCB, EAG and OCS, an evaluation plan was developed. This was refined during the course 

of the project in light of emerging results and continued literature review. This section 

outlines this plan as an introduction to the methods employed in this evaluation. 

3.1. UNCERTAINTY 

Two strands to the assessment of uncertainty were identified. On the one hand, methods for 

expressing uncertainty around the final SIMD rankings were required, since this was an area 

highlighted by the OCS as being of particular interest. In the literature on institutional 

performance indicators, to which the estimation of small area deprivation exhibits many 

parallels, the estimation and presentation of rank uncertainty is cited as an inadequately 

addressed issue
9
. 

By not associating any measure of variation into the presentation of performance or area 

deprivation ranks, it will be interpreted that the ranks as presented are the true ranking of 

study units (here, data zones). However, as has already been noted during the replication of 

the SIMD algorithm (Section 2.3), the precise ordering of areas is not certain when a number 

of areas have similar scores on the measure used to form the ranks. Also, when these 

measures are estimated from observations of random variables there is uncertainty inherent in 

the estimation procedure. Assuming that the indicator data are random observations from 

distributions with mean values related to an underlying aspect of deprivation, then the 

deprivation ranks estimated from the observed data will not in general be the same as the true 

level of deprivation, due to random noise. 

Estimates of rank uncertainty as previously reported
10

 have been based on random effects 

models of the variability of indicators between and within the units of interest. Rank 

uncertainty estimates are then based on estimated posterior distributions of the ranks. This can 

be achieved directly by fitting random effects models within a Bayesian framework using 

Markov Chain Monte Carlo (MCMC) methods (e.g. using WinBUGS
11

) or by simulating 

from residual distributions, estimated after fitting a multilevel model (e.g. using MLwiN
12

). 

As part of the Shrinkage and Factor Analysis sections of this evaluation, it was planned that 

some of these models would be employed, and that these rank uncertainty estimates could be 

derived. Hopefully, some recommendations could be made based on these estimates for the 

estimation of uncertainty in future publications of the SIMD. 

However, to “evaluate” the current methodology it is necessary to compare alternative 

approaches. It was decided that an assessment of uncertainty in the SIMD ranking of data 

zones and LAs should form a major part of the evaluations carried out in this project. The 

precision of a deprivation measure for ranking data zones or LAs, or for allocating funds to 

LAs, were considered to be important considerations in comparing alternative methods. This 

need not mean being able to find methods that give less variable rankings, since less 

variability does not imply less bias; it might be important if a simpler method were to give 

similar estimated levels of deprivation, as well as showing similar levels of rank uncertainty. 

It was felt that model based approaches to the estimation of rank uncertainty would not be 

adequate for such broad comparison of methods, since these estimates would be particular to 

the model being fitted to the data. A more general approach was considered to be the use of 
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simulated indicator datasets; each alternative methodological change to the algorithm could be 

assessed by applying the method to each simulated indicator dataset and extracting the 

ranking of data zones, or some other summary of the SIMD. This would supply a distribution 

of rankings or summary measures. 

It would be natural to seek to produce simulated indicator datasets from a multivariate 

distribution so that the mean for each indicator is equal to the observed value
*
 and the 

correlation structure reflects that observed, since it would be expected that indicators would 

be strongly correlated within each deprivation domain, at least. 

This would, however, require some assumptions to be made regarding the multivariate 

distribution of indicators. It was felt that this might lead to simulated datasets that would be 

better modeled by particular shrinkage methods compared to others. Consequently, it was 

decided that the indicators should be simulated independently; this would most likely 

overestimate the total variation in the full indicator dataset, but would produce simulated 

datasets that would provide a fair comparison of alternative methods. 

3.2. SHRINKAGE 

As one of the issues listed in the SE Strategy for measuring deprivation, this was seen as a 

major area for evaluation. Shrinkage is employed to safeguard against extreme indicator 

values in small data zones within the health and education domains, both for single indicator 

variables and for age-sex standardised indicators, such as the CMF and CIF. The original 

shrinkage method used a relatively simple formula to create a shrunken indicator value for 

each data zone based on the observed value and the average value for the LA within which the 

data zone was to be found, formed as a weighted combination of the two, with weights 

proportional to the reciprocal of the variances of the two estimates. 

In general, it was decided that the original shrinkage method and the alternatives to be 

considered would be evaluated by application to the observed indicator data and to simulated 

datasets, with comparison of the observed indices and ranks, and summaries of the ranks over 

groups of data zones, and their distributions over the simulations. 

The first alternative to the original shrinkage method was to use no shrinkage at all. Other 

simple alternatives were to use different higher-level units to shrink indicator variables 

towards. Options proposed for evaluation were: a single higher-level unit, i.e. the national 

average value; sub-LA units, i.e. local collections of data zones within LAs; and some other 

classification of “similar” data zones. An intermediate geography (IG) was available from 

SNS that satisfied the second option. It was decided to test the third option using a 

classification of data zones into 6 subgroups defined by their level of urbanisation or rurality. 

The original shrinkage method and the simple alternatives proposed above treat each indicator 

variable independently. In reality, the indicators that are combined for each domain score are 

(usually positively) correlated. In principle, shrinkage can be improved by obtaining better 

between- and within-data zone variance estimates. This can be achieved by estimating the 

covariance structure of indicators between data zones, though the within-data zone covariance 

structure cannot, with the data available, be obtained. Multivariate shrinkage techniques are 

available
13

 that utilise this information and this was proposed as an alternative to univariate 

shrinkage for each domain; furthermore, for age-sex standardised indicator variables, 

multivariate shrinkage could be applied to all age-sex subgroups simultaneously. 

                                                
*
 This is not, in fact, desirable, since for many indicators, such as the number of deaths in a data zone within a 

given sex and 5-year age band, the observed values are often zero, and occasionally equal to the denominator (in 

the oldest age groups). If simulated datasets had mean values equal to the observed value, then all simulated 

values would be equal, giving an unrealistic simulated distribution. 
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Various model-base shrinkage methods were also proposed. These use random effects models 

to estimate the average value of an indicator in each data zone. These estimates are shrunk 

towards the higher-level average value in much the same way as with the original method. 

However, the models can be generalised to incorporate several layers of higher-level units, for 

example data zones within IGs, IGs within LAs and LAs within the national dataset. In this 

way, data zone, IG and LA average indicator values are all shrunk towards higher-level 

averages. Also, multivariate shrinkage can be achieved by modelling several indicators 

simultaneously as an additional level in the model. The final, and most complex shrinkage 

alternative proposed, was via a spatial shrinkage model, which models the correlation 

between geographically proximate data zones. 

3.3. FACTOR ANALYSIS 

The use of Factor Analysis (FA) was also highlighted for review in the SE Strategy document. 

The original SIMD algorithm assumes that there is a single latent variable underlying each of 

the health, education and access domains, and FA is used to identify the weighted 

combination of the indicators in each domain that best estimates these latent factors. Prior to 

FA, each indicator variable is ranked over all data zones and transformed to a standard 

Normal distribution. 

As for the alternative shrinkage methods, modifications to the original FA method would be 

evaluated by application to the simulated datasets. 

The simplest alternative to FA that was proposed was Principal Components Analysis (PCA) 

which identifies the linear combination of the indicator variables in each domain that explains 

the largest possible proportion of the total variance across all component indicators (after 

ranking and transformation to standard Normal variates). Additional modifications for 

evaluation were to use FA and PCA on indicator variables that were either untransformed, or 

subjected to alternative transformations of ranking, or ranking followed by an exponential 

transformation. 

A more complex alternative was also planned, using a generalised FA technique
14

. This uses 

the untransformed indicator variables, but assumes a distribution for these other than a 

Normal distribution; in most cases a Binomial, for those indicators that are expressed as a 

proportion (or percentage) of the data zone population (or sub-population). 

3.4. EXPONENTIAL TRANSFORMATION 

In the original SIMD algorithm, after each domain score is created, they are combined into a 

single index, the SIMD. Since this measure is intended to measure the presence of multiple 

deprivation, or deprivation on multiple domains, it was intended that these should not “cancel 

out”, in the sense that a mixture of high and low levels of deprivation on different domains 

within the same data zone should not result in an overall score similar to a data zone with 

average levels of deprivation on all domains. 

If domain scores are transformed by subtracting the mean value and dividing by the standard 

deviation (i.e. so that each variable has zero mean and unit variance), such as in the 

calculation of the Carstairs index
15

, such cancelling out can occur, since extremes of high and 

low deprivation can have equal positive and negative z-scores. For the construction of the 

SIMD, domain scores are ranked across data zones and transformed to have exponential 

distributions, scaled to have a maximum value of 100. An equal combination of extremely 

high and low deprivation on two deprivation domains results in a higher total deprivation 

score than a combination of average deprivation on both domains. It was intended that this 
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approach would highlight data zones with multiple deprivation, or deprivation on multiple 

domains. 

It was decided that a different approach would be taken to the evaluation of this step in the 

SIMD process. The properties of an index constructed using ranked and exponentially-

transformed components were to be explored, with reference to the actual domain scores 

created as part of the SIMD 2004. 

The impact of using a simple standardisation procedure (subtracting the mean value and 

dividing by the standard deviation) instead of the current method of ranking and transforming 

to an exponential distribution, will be assessed by application to the observed data as well as 

the simulated indicator datasets. Alternative transformations of the domain scores, that have a 

similar overall effect to the current method but do not involve ranking, and therefore preserve 

distances between data zones with respect to each domain, will also be applied to the 

observed data and the simulated indicator datasets. 

3.5. WEIGHTING 

After transformation to exponential distributions, domain scores are combined as a weighted 

sum to form the SIMD score. The weights applied to the six domains are: income, 0.29; 

employment, 0.29; health, 0.14; education, 0.14; access, 0.09; housing, 0.05. These weights 

were chosen to reflect both the quality of the data used to construct the domain scores and the 

relative importance of each deprivation domain. 

The plan for the evaluation of this area was to explore the impact of variations around the 

chosen weights on the resultant SIMD scores and ranks. Also, a method for the derivation of 

domain weights will be proposed that tries to separate empirical issues from value 

judgements. 

3.6. METHODS FOR COMPARISON 

As outlined above, the original SIMD algorithm and various alternatives will be assessed by 

application to a large number of simulated indicator datasets, and comparing the resultant 

SIMD ranks produced by each modification. Details of how these results will be used to 

compare methods are given in Section 4.1.3. 

It will not be possible to compare all methods in this way, since some will be computationally 

difficult, and too time consuming to apply repeatedly to a large number of datasets. For all 

alternative methods that can be applied to produce a SIMD, we shall compare the SIMD 

scores and ranks with those from the original algorithm using correlation coefficients, and 

with summaries of the ranks for groups of data zones, defined by the SE Urban/Rural 

Indicator, and by LA. The main summary to be compared will be the number and percentage 

of data zones in a group that are ranked within the 15% most deprived areas nationally. The 

Community Regeneration Fund allocations are defined by the distribution of these data zones 

across LAs. 

For information, more detailed summary statistics for each method will be supplied in an 

Appendix to this report. In subgroups of data zones, the following summaries of the 

distribution of the SIMD rankings will be presented: 

• SIMD Decile Distribution 

- Defined as the number and percentage of data zones in each subgroup falling into 

each decile of the national SIMD distribution 

• Mean SIMD rank 
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- The mean SIMD rank of data zones in each subgroup, measuring average deprivation 

levels for that subgroup of data zones 

• SIMD Concentration Score 

- Defined as the population-weighted mean SIMD rank of the most deprived data 

zones in the subgroup containing exactly 10% of the subgroup population 

• SIMD Extent Score 

- Defined as the percentage of the subgroup population living in one of the 10% most 

deprived data zones nationally 
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4. UNCERTAINTY 

The measurement of uncertainty in the final SIMD rankings, and summaries of these over 

subgroups of data zones, was chosen to form the basis of evaluation of many of the 

modifications to the original algorithm. To allow an equitable comparison of alternative 

methods, it was chosen to generate simulated indicator datasets, to mimic the random 

variation in the indicators, and to apply modified algorithms to every simulated dataset. For 

each simulated dataset, each data zone has a ranking under the associated SIMD score. Over 

all simulated indicator datasets, there will be a distribution of these rankings for every data 

zone. 

Since these simulated indicator datasets treat each indicator independently and make no 

allowance for correlation between indicators, they are likely to overstate the total variance 

amongst the indicators and therefore overestimate the degree of uncertainty in the final 

rankings. Alternative methods of uncertainty estimation, as proposed in the literature
10

 are 

based on random effects models, estimating the posterior distribution of ranks directly from 

an MCMC fit, or by simulating from estimated residual distributions from a multilevel model 

fit. However, the uncertainty estimates produced could not be compared directly between 

alternative models, since each would be based on different underlying assumptions. 

4.1. SIMULATED INDICATORS 

4.1.1. NUMBER OF SIMULATIONS 

The original algorithm took approximately 30 seconds to calculate the SIMD ranks of each 

data zone, with the computing facilities available. Given the number of alternative methods to 

compare, and the timescale of the project, it was decide to generate 1,000 simulated indicator 

datasets; this is an approximate minimum number of simulations required to obtain reasonable 

estimates of extreme percentiles of resultant distributions. Thus it would take just over 8 

hours to run the original algorithm on these simulated data. Simplifications of the method 

would take less time to run, but for more complex methods, even this minimal set of 

simulations may become prohibitively time-consuming to analyse. 

4.1.2. SAMPLING DISTRIBUTIONS 

From a naïve point of view, each simulated indicator variable in each data zone should be 

simulated from a distribution with an expected value equal to the observed value of the 

indicator in that data zone. However, the majority of indicator variables are Binomial, and a 

large number of observed event counts are zero, due to small denominators and/or rare events, 

particularly those raw indicator variables that are used to construct age-sex standardised 

indicators. 

Consequently, for a single Binomial indicator variable in a single data zone, where the 

observed number of events is r, and the denominator is n, the simulated datasets simulate that 

indicator from the distribution 

+

+

1
,Bin~s

n

pr
nr  
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where p is the observed proportion for the whole population
*
. 

The majority of indicator variables can be simulated in this way. Exceptions to this are: 

• Pupil Performance at SQA Stage 4 

- the indicator variable that contributes to the education domain is the mean SQA score 

in each data zone, but for the purposes of shrinkage, the variance of the mean SQA 

score is used, and is also treated as an indicator variable that must be simulated. Writing 

μ and 
2
 for this mean and variance, simulation from N(μ,

2
) often produces negative 

simulated mean values. Consequently, simulation was performed using 

( )
μ

μμ
2

2

s ,logN~  

to simulate mean values, and 

222

s

1
~ n

n
 

to simulate variances. 

• Secondary Level Absences 

- the indicator variable is treated as a binomial rate for shrinkage, but the numerator 

and denominator are in general non-integer. Writing μ=logit(r/n), and 
2
=V[logit(r/n)], 

simulation was performed using N(μ,
2
), and these simulated values were transformed 

back to generate simulated rates, rs. 

• Access Domain Indicators 

- The indicator variables used in the access domain are mean travel times to five key 

utilities: a GP surgery, a petrol station, a Post Office, a primary school and a 

supermarket. To obtain a sensible distribution for each of these indicators within data 

zones, it was assumed that the variance of travel times within a data zone is proportional 

to the mean travel time, and that the constant of proportionality can be estimated by the 

ratio of the between-data zone variance to the national mean travel time (both 

population-weighted). For each indicator variable, simulated travel times were therefore 

generated by sampling from 

μ
μμμ

pop

2

pop

s

1
,N~
n

 

where μ is the observed mean travel time in a particular data zone, and μpop and 
2

pop 

are the population-weighted mean and variance of travel times nationally. 

4.1.3. METHODS FOR COMPARISON 

Each method is applied to the simulated datasets, producing for each simulation a 

corresponding set of rankings of the data zones based on the SIMD produced. For each data 

zone, the distribution of these rankings is of interest. For the original algorithm, these will be 

reported graphically, showing the variation in SIMD ranks over the simulations in relation to 

the observed SIMD rank. For each alternative method that can be applied to simulated data, 

the standard deviation (SD) of SIMD ranks for each data zone will be expressed relative to the 

                                                
*
 The mean value chosen for the simulation of rs, (r+p)/(n+1), is the posterior mean value based on an 

application of Bayes’ Theorem, with a prior distribution for the proportion of events in a data zone taken as 

Beta(p,1-p), i.e. a Beta distribution with mean equal to the national proportion of events. 
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SD of SIMD ranks under the original algorithm. These SD ratios will be displayed 

graphically, in relation to the original SIMD rank, to determine whether alternative methods 

result in more or less variability of SIMD ranks, and over which sections of the underlying 

deprivation distribution. 

For all of the alternative methods that can be applied to the simulated datasets, the probability 

that each data zone lies within the 15% most deprived nationally will be estimated. These will 

be tabulated over subgroups of data zones. Data zones will be grouped into LAs and 

subgroups defined by the 6-level classification of data zones according to the SE Urban/Rural 

Indicator. 

4.2. MODEL-BASED UNCERTAINTY ESTIMATES 

The literature on institutional performance indicators and league tables present methods for 

the estimation of uncertainty in ranks that depend on fitting random effects models to 

indicator data. This can be achieved with MCMC methods, using the posterior distributions of 

the rank of each unit, or by fitting multilevel models and using the estimated distributions of 

random effects at each level of the model to simulate an approximate posterior distribution for 

the ranks of each unit. 

Such models exploit the between-indicator correlations to obtain estimates of institutional 

performance. In principle, similar methods could be applied to deprivation indicators across 

data zones. However, to realistically reflect the variability in measures of deprivation, 

uncertainty at each step in the construction of the SIMD should be incorporated. The best 

methods for modeling this variability are not instantly clear. 

Each indicator variable can itself be seen as an observation of a random variable, but could 

also be thought of as a fixed quantity, measured without error, so that the resultant deprivation 

domains and SIMD are viewed as conditional on the observed indicator variables. In the 

current methodology, however, the process of shrinkage implies that the indicators used in the 

construction of the health and education domain scores are random quantities, and the use of 

factor analysis implies an additional level of random variation within the health, education 

and access domains. 

To construct realistic estimates of rank uncertainty would require a consistent approach to be 

taken to all indicators variables, and each indicator variable should be considered an 

observation of a random quantity. Nevertheless, there are approximately a hundred variables 

that undergo shrinkage and/or factor analysis, and to incorporate uncertainty estimates around 

the current methodology using MCMC methods could be computationally infeasible. 

In this report, MCMC methods will be explored to illustrate how they could be used at 

various stages of the SIMD calculation. The complexity of the current algorithm prohibits the 

full application of these methods to generate uncertainty estimates for the rank of each data 

zone on the deprivation domains and the SIMD. However, if the current algorithm were to be 

simplified, it may become possible to calculate such measures of uncertainty within a 

reasonable timeframe. 
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5. SHRINKAGE 

Alternatives to the original shrinkage method were evaluated by application to the raw 

indicator data, and, where computationally feasible, by application to the 1,000 simulated 

datasets. The following alternative methods were evaluated. 

5.1. ORIGINAL METHOD 

The original shrinkage method is used as proposed for earlier versions of the SIMD
5
, where 

for data zone j in LA i, the indicator variable xij is shrunk towards the LA average, ix , by the 

formula 
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where 2

ijs  is the within-data zone variance (i.e. sampling variance) of xij, and 2

it  is the 

between-data zone variance of xij within the i
th
 LA. 

In other words, s

ijx  is a weighted mean of xij and ix , with weights relative to the reciprocal of 

the variance of xij within- and between-data zones. In data zones where xij is measured 

imprecisely, 2

ijs  is large, and xij is therefore given little weight compared to ix  and the 

indicator is shrunk by a large amount. Where xij is measured precisely, 2

ijs  is small, so that xij 

is given relatively more weight and less shrinkage occurs. 

For the majority of indicator variables, xij is expressed as the logit of the observed rate in data 

zone ij, and ix  is the logit of the rate over the whole of the i
th

 LA, rather than the mean of the 

xij. The shrunken values, s

ijx , are transformed back to the original scale, though this is 

academic since they are ranked and transformed again before being included in a factor 

analysis. For the Pupil Performance at SQA Stage 4 indicator, xij and ix  represent mean 

values, and 2

ijs  is the standard error of xij, calculated from the within-data zone (i.e. between-

pupil) variance of SQA scores. 

5.2. ALTERNATIVE SHRINKAGE UNITS 

5.2.1. NO SHRINKAGE 

Using no shrinkage can be viewed as an extreme form of shrinkage in which the unit for 

shrinkage is the data zone. Since the unit of analysis is the same as the unit of shrinkage, no 

shrinkage takes place. 

5.2.2. NATIONAL SHRINKAGE 

One consideration of the original shrinkage method was that small pockets of deprivation 

within otherwise affluent areas could be masked by shrinkage, compared to similarly deprived 

pockets within areas with generally high levels of deprivation. Shrinkage towards a single 

higher-level unit, i.e. the national average, might avoid this. 
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5.2.3. INTERMEDIATE GEOGRAPHY 

On the other hand, LA areas might be considered too coarse a geography to use for shrinkage, 

particularly since the index is often used to describe the share of deprived data zones across 

LAs or sub-LA areas. Also, the national shrinkage method might put too much weight on the 

national average rather than the data zone indicator value, thereby masking small pockets of 

deprivation. The IG provided by SNS was therefore used as an area definition for shrinkage. 

This geography is an aggregation of data zones within local authorities and each contains 

between 2,500 and 6,000 people. 

5.2.4. RURALITY GROUPS 

An alternative to using geographical areas to define shrinkage units is to find some other 

classification that groups similar data zones together. For this purpose, the SE Urban/Rural 

Indicator was used. This classifies data zones according into the following groups: 

1. Large Urban Areas - settlements of over 125,000 people (2,432 data zones) 

2. Other Urban Areas - settlements of 10,000 to 125,000 people (1,892 data zones) 

3. Accessible Small Towns - settlements of between 3,000 and 10,000 people and within 

30 minutes drive of a settlement of 10,000 or more (666 data zones) 

4. Remote Small Towns - settlements of between 3,000 and 10,000 people and with a 

drive time of over 30 minutes to a settlement of 10,000 or more (189 data zones) 

5. Accessible Rural - settlements of less than 3,000 people and within 30 minutes drive 

of a settlement of 10,000 or more (930 data zones) 

6. Remote Rural - settlements of less than 3,000 people and with a drive time of over 30 

minutes to a settlement of 10,000 or more (396 data zones) 

5.3. MULTIVARIATE SHRINKAGE 

Multivariate shrinkage performs shrinkage on sets of variables, with the objective of 

improved estimation by using information about the correlation between variables within 

shrinkage areas. Within the SIMD 2004 algorithm, there is the potential to apply multivariate 

shrinkage methods to up to 5 sets of indicators: 

• the 38 mortality variables contributing to the CMF indicator; 

• the 36 illness variables contributing to the CIF indicator; 

• the 5 remaining health domain indicators; 

• the 15 variables contributing to the Working Age Adults with no Qualifications 

indicator; 

• the 4 remaining education domain indicators. 

Two methods for shrinking groups of indicators variables have been considered: the first is a 

multivariate extension of the univariate method currently used; the second applies a random 

effects model to groups of indicator variables to estimate components of variation and provide 

shrunken estimates. 

These methods are much more computationally intensive than univariate shrinkage of each 

indicator in turn; consequently these methods can only be applied to the observed indicator 

data, and not the 1,000 simulated indicator datasets. 
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5.3.1. MULTIVARIATE ANALOGUE TO UNIVARIATE METHOD 

Longford
13

 presents a multivariate shrinkage estimator which combines information across 

outcome variables or subpopulations. This estimator is shown to give superior estimation of 

local area rates when compared to univariate shrinkage. Multivariate shrinkage performs best 

when area level means are highly correlated and one or more variables have small sampling 

and between-area variances. 

Multivariate shrinkage is analogous of the univariate shrinkage used in the SIMD 2003
5
. 

Assume that a group of indicator variables are being shrunk in each data zone toward the LA 

average. If we consider that in data zone j within LA i there is a vector of indicator variables, 

xij, with ix  representing the LA average, then the shrunken indicator vector can be defined
*
 

as 

{ } i

1

ijijij

1

ijij

s

ij xxx += DVDVI  

where Vij is the sampling covariance matrix of the xij, Dij = Vij + i, where i is the between-

data zone covariance matrix of indicators within the i
th

 LA, and I is the identity matrix. For 

indicators expressed as rates, the xij would represent logits, and the s

ijx  could be transformed 

back to the original scale if desired. 

However, the indicator data are not collected with a view to estimating Vij. The diagonal 

elements of Vij can be estimated in the same way as for univariate shrinkage, by assuming a 

Binomial distribution for indicators expressed as rates, or from the within-data zone variance 

of SQA scores. The off-diagonal covariance terms are not estimable. For the purpose of the 

current project, these terms are assumed to be zero, and the potential of the method to give 

improved performance compared to univariate shrinkage rests in the use of i to estimate 

between-data zone covariation. 

5.3.2. RANDOM EFFECTS MODELS 

In principle, multivariate shrinkage can be performed by fitting a random effects model to a 

set of indicator variables. To illustrate, this will be carried out using the 5 health domain 

indicator variables of alcohol-related discharges, drug-related discharges, emergency 

admissions, prescriptions for anxiety, depression or psychosis, and low birthweight singleton 

births. 

Modeling will be carried out using the software package MLwiN
12

. A three-level model is 

fitted for indicator variables within data zones within LAs. A more stable model fit is 

achieved by treating each indicator variable as having a Poisson, rather than a Binomial 

distribution. The model can be specified as: 

( )ijkijkijk ny Poisson~  

where yijk is the value of the i
th
 indicator variable in the j

th
 data zone within the k

th
 LA, nijk 

denotes the corresponding denominator and ijk the Poisson rate; 

( )
ijkjkijkjkijkjkijkjk1ijk1jkijk xxxxx 55443322log ++++=  

where x1ijk is a dummy variable for the 1
st
 indicator, x2ijk a dummy for the 2

nd
 indicator, and so 

on; 

                                                
*
 These results make the assumption that the data zone populations, as a fraction of the total LA population, are 

close enough to zero to be negligible, and that the sampling variance at LA level is zero. Though not explicitly 

stated, these assumptions are also made in the univariate case. 
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ijkikiijk uv ++=  

where, for the i
th

 indicator variable, i is the expected log rate over the population, vik is the 

random effect of the k
th

 LA and uijk is the random effect of the j
th

 data zone. The ujk and vk are 

specified to have multivariate Normal distributions with zero mean and covariance matrices 

that can be estimated: 

( ) ( )ujkvk ,N~ and ,,N~ 00 uv . 

The predicted values for each indicator variable, ( )ijk
ˆexp , are then extracted and form the 

shrunken estimates. 

5.4. SPATIAL SHRINKAGE 

The random effects model described previously assumes variability between data zones and 

between higher-level units, with the result of estimating these random components being the 

production of shrunken estimates of the average value in each data zone. Spatial shrinkage 

performs a similar function, but instead of shrinking the observed indicator values in each 

data zone to the average value over some fixed set of data zones, shrinkage is carried out by 

combining the observed value with the average value amongst data zones that are 

geographically close to that data zone. In the example to be shown here, “geographically 

close” is defined to mean those data zones that border onto the chosen data zone. 

Under the framework of Besag, York and Mollié
16

, considering an indicator variable, xi, 

representing the logit of an observed rate in the i
th

 data zone, the statistical model can be 

represented as 

( ) iiii hbx ++μ==μ E  

where μ is the average indicator level nationally (on the logit scale), and bi and hi are 

unobserved quantities that represent the random variation between data zones. The hi are 

unstructured, representing extra-Binomial variation, but the bi, if they were known, would 

show spatial structure, with values in nearby data zones in general more alike than in distant 

data zones. 

To this end, the hi are assumed to follow a ( )20,N h  distribution; the bi also follow a Normal 

distribution, with variance 2

b  and a mean value equal to 
ij

j

i

b
n

1
, where ij  indexes 

those data zones bordering on the i
th
 zone. 

This model can be fitted within a Bayesian framework; it is specified quite simply using the 

WinBUGS software
11

, but the computational time can be high, and as such could be applied 

only to the observed indicator data, not the simulated datasets, within the timeframe available. 

The process involves repeated sampling from the conditional distribution of each model 

parameter in turn, including each bi and hi. Given enough time, the average values of all 

parameters will converge to their posterior means, but care must be taken to ensure that 

convergence has occurred. The method does, however, allow otherwise intractable models 

such as the spatial model described here to be fitted. 
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6. FACTOR ANALYSIS 

In the current SIMD methodology, indicator variables in the health, education and access 

domains are combined using maximum likelihood factor analysis (FA) to form the associated 

domain scores. Prior to FA, each indicator variable is ranked over data zones, and transformed 

to a standard Normal distribution. 

6.1. TRANSFORMATION 

The original algorithm involves ranking and transforming each indicator variable to a 

standard normal distribution. This imposes an equal distribution for each indicator; the choice 

of distribution being made in an attempt to comply with the assumption implicit in the use of 

FA that the variables follow a multivariate Normal distribution. 

Some simple alternatives to this transformation procedure are: 

• No transformation 

- Using the observed indicators without transformation will preserve the relative 

distances between data zones with respect to the scale of measurement of each indicator. 

Extreme levels of deprivation on single indicators that might be masked by 

standardisation are thus more likely to be preserved in the final domain score. 

• Uniform distribution 

- Transforming indicator variables to uniform distributions, or equivalently applying 

FA to the ranked indicators, assumes an equal importance for the difference between 

every consecutive pair of data zones. 

• Exponential distribution 

- Transforming indicators to exponential distributions will accentuate differences 

between the most deprived data zones, resulting in a combined domain score that 

identifies data zones with extreme levels of deprivation. 

The current method and the alternatives outlined above are applied to the observed indicator 

data and the simulated indicator datasets for the purposes of evaluation. 

6.2. PRINCIPAL COMPONENTS ANALYSIS 

FA assumes there to exist a single latent, or unobserved, variable, to which the expected value 

of each (transformed) indicator is linearly related. Principal components analysis (PCA) 

identifies the linear combination of the indicator variables with the largest variance, subject to 

identifiability constraints. 

PCA, in combination with the alternative transformation options given above, is applied to the 

observed indicator data and the simulated indicator datasets for the purposes of evaluation. 

6.3. GENERALISED FACTOR ANALYSIS 

As an alternative to the procedure in which indicators are ranked, transformed to a standard 

normal distribution and entered into a factor analysis, a more direct approach was explored. 

Bartholomew
14

 established a general framework for factor analysis which relaxes the 

requirement for normally-distributed variables to allow any variable with a distribution from 

the exponential family, including among others the normal, binomial and Poisson 

distributions. These ideas have been further developed in generalised linear latent variable 



 

 23

models (GLLVMs). The primary challenge with such models is in the numerical 

approximation methods required for estimation, since the underlying latent variable is 

unobservable and must be integrated out of the likelihood function. Numerical 

approximations which have been applied include Gauss-Hermite quadrature
17

, adaptive 

Gaussian quadrature
18

 and, more recently, the Laplace approximation of the likelihood 

function
19

. 

The adaptive Gaussian quadrature method has been implemented in the statistical software 

package STATA, but this software was not available to us. We addressed the numerical 

approximation problem by fitting GLLVMs by Markov Chain Monte Carlo (MCMC) 

methods using the software WinBUGS
11

. 

We implemented this method for the observed indicator data only; the process is very time 

consuming and could not be applied to the simulated data. The method was applicable to the 

health, education and access domains. In the health domain, the CMF and CIF indicator 

variables do not have natural distributions, and for the purposes of this project were ranked 

and transformed to standard Normal distributions as in the original method; the other 5 health 

indicators were treated as Binomial variables within the GLLVM. For the education domain, 

the mean SQA score was treated as Normally distributed, with other indicators included as 

Binomial. For the access domain, all 5 indicators were treated as Normal on a log scale. 
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7. EXPONENTIAL TRANSFORMATION 

In the current SIMD methodology, domain scores are ranked and transformed to be 

exponentially distributed, before being combined as a weighted sum to form the SIMD score. 

The objective of exponential transformation is to standardise the distribution of each domain 

score, and to prevent canceling out of a high level of deprivation on one domain by a low 

level of deprivation on another, as can occur if domain scores are standardised by 

transformation to a symmetrical distribution. Ranking is used as part of the standardisation 

process to prevent an extreme level of deprivation on a single domain dominating the final 

SIMD score. 

We shall explore the effects of the two-stage transformation on each domain score. We shall 

examine the effects of changing this transformation step to a simple standardisation (by 

subtracting the mean and dividing by the standard deviation for each domain score) through 

application to the observed indicator data and the simulated indicator datasets. We shall also 

select transformations of the domain scores that have similar overall effects to the current 

two-stage transformation, but do not involve ranking, and will therefore preserve differences 

between data zones. These transformations, followed by simple standardisation, will also be 

assessed by application to the observed indicator data and the simulated indicator datasets. 
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8. WEIGHTING 

The weighting applied to each (ranked and transformed) domain score in the construction of 

the final SIMD should reflect the relative importance of each domain. Under the current 

method, the criteria by which the weights were chosen is not completely explicit. Part of the 

judgement reflects the quality, or robustness of the domain score data; part reflects the 

weights used in previous versions of the SIMD. 

We shall explore the impact of small changes in weights applied to each domain, to assess the 

sensitivity of the final SIMD rankings to the choice of weights. We shall also examine the 

choice of weights as a whole, to determine whether the relative importance of each aspect of 

deprivation can be separated into empirical and judgement-based components, and how these 

components could be assessed. 
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10. DISCUSSION 

The Scottish Index of Multiple Deprivation (SIMD) 2004 is the result of a number of years’ 

research into the measurement of deprivation at small area level, and bears close resemblance 

to other deprivation indices being used throughout the United Kingdom. The statistical 

methods upon which these deprivation measures are based have not previously been subjected 

to empirical assessment. The broad aims of this project were to provide an evaluation of the 

statistical methods used in the calculation of the SIMD 2004. Particular areas under scrutiny 

were the uses of Shrinkage and Factor Analysis (FA), the methods of Exponential 

transformation and the weights used for the combination of domain scores into the final 

SIMD, and the estimation of uncertainty in the final SIMD scores and ranks. 

We have considered a number of modifications to the original algorithm for calculating the 

SIMD 2004, and have applied each of these and compared the results obtained with those 

from the original method. A naïve method of uncertainty estimation, based on application of 

methods to simulated replicate indicator datasets, has been applied to form one aspect of these 

evaluations. Methods have also been compared using correlations and summaries of resultant 

SIMD rankings across subgroups of data zones defined by Local Authorities (LAs) and the 

Scottish Executive (SE) 6-level Urban/Rural Indicator. 

In the original algorithm, shrinkage is applied in the calculation of the Health and Education, 

Skills & Training domains to guard against extreme data in small areas, by modifying 

indicator values towards the LA average by an amount inversely dependent upon the precision 

with which the indicator variable is measured. In general, the level of precision for each 

indicator is greatest in data zones with large denominators and least in data zones with small 

denominators; thus the smaller data zones tend to be shrunk by the greatest amounts. 

However, shrinkage involves a trade-off between variance and bias. A concern of using 

shrinkage is that indicator estimates are most biased in small data zones; if a small, but 

deprived data zone is present within an otherwise less deprived LA, this bias could result in 

the data zone being incorrectly ranked by deprivation. The use of LA as the higher-level 

shrinkage unit, when LAs are the areas at which the resultant indices are reported and at 

which decisions based on the SIMD 2004 are made, therefore might not be optimal. 

To avoid the potential “overshrinkage” of isolated pockets of deprivation in otherwise less 

deprived LAs, a single (national) higher-level unit can be used, resulting in a small 

redistribution of the most deprived data zones from large urban areas to more rural areas. 

However, the results are similar when no shrinkage is used, leading to the conclusion that the 

use of shrinkage to guard against extreme values in small data zones is negated by the fact 

that so much data is being used to construct these indices, and the possibility of any one 

indicator severely affecting the results according to whether or not shrinkage is applied is very 

small. Also, the subsequent use of FA on those indicator variables that undergo shrinkage will 

tend to have similar effects to shrinkage, so that the current algorithm effectively shrinks the 

data twice. It is worth noting that the two domains in which shrinkage is employed contribute 

only 33% of the weighting towards the construction of the final SIMD score. 

Not using shrinkage gives unbiased estimates of indicator variables in each data zone at the 

expense of less than 5% additional variation. If, as would be desirable, reliable estimates of 

SIMD score and rank uncertainty were available, small data zones would automatically be 

recognised as being ranked with less precision than larger data zones. 
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In the Health domain, several indicators are based on data covering four years. This will 

reduce variability in these indicators, and is an approach that could be used more widely (e.g. 

within the Education, Skills & Training domain). However, this would also reduce the 

responsiveness of the final indices to changes in deprivation levels over time. Some 

consistency in the decisions about which variables are to be temporally smoothed by taking 

averages over several years would be desirable. 

FA is currently used to combine indicators in three domains, namely Health, Education, Skills 

& Training and Geographic Access & Telecommunications, for which it is not possible to 

define the domain score as a simple sum of indicator variables. FA assumes the existence of a 

single latent variable, to which the ranked and Normally transformed indicators are linearly 

related in expectation. None of the evaluated methods, using alternative transformations prior 

to either FA or Principal Components Analysis, was shown to offer any clear benefits. 

A more computationally complex method of Generalised Factor Analysis was explored, 

which retains the conceptual benefit of FA by assuming a single latent factor to which all 

indicators in a domain are linearly related, but models the distribution of each indicator 

directly, thereby preserving the degree of separation between data zones with respect to each 

indicator variable. 

The methods used to combine domain scores into the final SIMD are designed to create an 

index of multiple deprivation, avoiding “canceling out” should a data zone demonstrate 

opposing levels of deprivation on different domains. However, the combined effect of ranking 

followed by transformation to an exponential distribution is different depending on the 

distribution of the underlying domain score. Those domains interpretable as a rate (the 

income, employment and, to some extent, housing domains) are largely unaffected by these 

transformations. Those produced by methods including Factor Analysis are, by design, 

approximately Normal, and an alternative transformation is possible, incorporating the 

standard Normal cumulative distribution function. 

Using simple standardisation of each domain score (by subtracting the mean value and 

dividing by the standard deviation) results in only minor changes to the final SIMD rankings, 

with large urban areas having a few less highly deprived data zones as a result. The 

intermediate method, transforming the health, education and access domains in a way that 

mimics the original method but without ranking data zones, followed by simple 

standardisation, is even more closely correlated with the original algorithm. 

Another feature of the data is the lack of effect of changing the weights used to combine 

domains to form the SIMD, brought about by the positive correlations between many of the 

domain scores. Whilst the weights currently used are therefore adequate, greater transparency 

could be achieved by explicitly separating the processes by which the weights are chosen, to 

reflect the prevalence and severity of each aspect of deprivation. 

One area in which we had limited success was in the application of methods required for the 

estimation of uncertainty in the final SIMD ranks. The most direct method to achieve rank 

uncertainty estimates would be to incorporate the entire SIMD 2004 algorithm within a 

Markov Chain Monte Carlo (MCMC) estimation procedure. However, the methodology 

would be prohibitively complex and time consuming to fit, in particular, the large number of 

individual deprivation indicators that undergo shrinkage, and the repeated use of ranking of 

data zones within the current algorithm. Alternative methods for rank uncertainty estimation 

could be based on simulation from residual distributions based on random effects models used 

in the shrinkage stages of the algorithm. However, this would introduce uncertainty based on 

one aspect only of the algorithm, and would not recognise uncertainty in rankings associated 

with those domains that do not include a shrinkage component. 
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Furthermore, some difficulties were found in the application of random effects models for 

multivariate shrinkage, for which too many covariance parameters had to be estimated to fit 

models with random effects at both the LA and data zone levels. 

Nevertheless, we found greater success in the use of MCMC methods for the application of 

Generalised Factor Analysis. It is therefore feasible that if shrinkage were not to be used, the 

entire algorithm for the production of deprivation domains and SIMD scores and ranks could 

be incorporated into this framework. The uncertainty in the final SIMD ranks could then be 

extracted as a by-product of the model fitting procedure. 

What is more, by applying (Generalised) FA to raw (i.e. unshrunk) indicator variables, an 

element of shrinkage is being carried out, in the sense that extreme values on individual 

indicators, particularly when associated with small denominators and therefore large within-

data zone variance, will tend to result in factor estimates that are less extreme, both as a result 

of the estimation process, and from their combination with other indicator variables. It might 

also be argued that a unified approach could be adopted, in which all domains undergo FA of 

some kind; for “single indicator” domains, such as the Current Income domain, this would in 

effect involve shrinkage of the observed data towards a single national average value. 

The Generalised Factor Analysis procedure as applied in this project was not without 

difficulties, and additional investigation would be required to solve a number of problems. 

For example, a natural distribution for the CMF, CIF and Adults without qualifications 

indicators was not immediately apparent. However, if these indicators were to be age-sex 

standardised as observed:expected ratios, such as SMR statistics, a Poisson distribution may 

be appropriate. 

Though not within the original project remit, we have compared the use of SMR-type 

standardisation of these three indicators to the original algorithm, with the results shown in 

Appendix E. Ten fewer data zones in large urban areas are determined to lie within the 15% 

most deprived nationally, with these data zones being distributed amongst the other types of 

area (Table E.1). The pattern of redistribution with respect to LAs is predictable, with 

Glasgow City losing the greatest number of highly deprived data zones (Table E.2). Similar 

patterns are observed using probability-weighted numbers of data zones (Table E.3 and Table 

E.4), as determined by application of the method to the simulate indicator datasets. The 

variability of SIMD ranks is similar to the original algorithm (Figure E.5), with less than 2% 

additional variation over most of the deprivation distribution, except at the least deprived end. 
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11. RECOMMENDATIONS 

During the initial discussions and later plans for the implementation of this project, the 

authors consulted in some detail with members of an Expert Advisory Group (EAG), some of 

whom also provided additional analyses that were incorporated into this report. In particular, 

the methods described in Sections 3.4 and 3.5, and the results presented in Section 9.5 and 

9.6, are based largely on work carried out by Hugh Gravelle and Matt Sutton, with 

modifications made in the light of observations made by Chris Dibben, and the computer 

program used to fit the spatial shrinkage model applied in Section 9.3 was written by Alistair 

Leyland. 

The interpretation of the findings of this evaluation, and the recommendations made in this 

section, are the views of the authors, and do not necessarily reflect the opinions of the EAG. 

On submission of this report to the funding organisation, the members of the EAG were given 

the opportunity to submit written comments on the final draft, which are included in this 

report in Appendix F. 

11.1. OUTLINE 

The purpose of this project was to evaluate the statistical methods used in the construction of 

the SIMD 2004, informally described as a “Health Check”. Other than a minor error in the 

original program code, the SIMD methodology could be said to have passed this checkup. We 

have found little evidence that any of the methods used is invalid for the purpose of creating 

the SIMD or its constituent domain scores. 

The one aspect of the methodology that could be questioned is the use of shrinkage for 

indicators in the Health and Education, Skills & Training domains. Shrinkage reduces 

variability in a dataset at the expense of bias. It would be expected that the extent of this bias 

(in terms of the likelihood of misclassifying a truly deprived data zone as not being amongst 

the most deprived nationally) will be greatest for deprived data zones within otherwise less 

deprived shrinkage areas, resulting in a small tendency for the current method to 

underestimate levels of deprivation in the least deprived LAs. Avoiding such an effect was the 

stated desire of moving the SIMD 2004 to smaller geography to detect pockets of deprivation. 

We found some evidence of this effect when we compared the current figures with those 

using either a single national shrinkage area for all data zones, or not using shrinkage at all. 

It is not necessarily possible to say with any certainty what methods are best since there is no 

Gold Standard measure of deprivation with which to compare results. However, the methods 

used to produce any measure of deprivation should be as straightforward and simple to 

comprehend as possible. We feel that the methodology could be simplified with little change 

to the resultant SIMD scores and ranks, and would recommend that future editions of the 

SIMD adopt these simplifications. 

We would also recommend the publication of uncertainty estimates alongside the deprivation 

measures currently produced. Under the current methodology, it would be overly complex to 

produce these estimates, but with a simplified algorithm, it should be feasible. 

11.2. SPECIFIC RECOMMENDATIONS 

The following recommendations are the views of the authors of this report. Recommendations 

11.2.1 and 11.2.6 would simplify the methodology for the calculation of small area 
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deprivation measures in Scotland, and would have little impact on the actual values of these 

measures. Recommendation 11.2.2(i) is more computationally difficult, but is conceptually 

more appealing than the current method. Recommendation 11.2.2(ii) would standardise the 

methodology in the sense that indicator variables in each domain would undergo the same 

process to produce a domain score. Recommendation 11.2.3 would remove the need to rank 

domain scores before combining them into the SIMD. Recommendation 11.2.4 does not apply 

to the statistical methodology in particular, but would add transparency to the rationale for 

this step of the algorithm. 

Recommendation 11.2.5 would perhaps have the greatest benefits in terms of improving the 

interpretation and application of the Scottish Indices of Deprivation. Its implementation 

would require simplification of the methodology, but if such an approach were to be adopted, 

it could incorporate a more general factor analysis method with little additional computation. 

11.2.1. SHRINKAGE 

We recommend that the shrinkage step of the algorithm is removed. It has little effect on the 

resultant indices and by shrinking towards LA averages, introduces a small bias that penalises 

data zones within otherwise less deprived areas. The application of shrinkage within some 

domains but not others does not constitute a consistent approach, and the use of Factor 

Analysis results implicitly in a degree of shrinkage. 

11.2.2. FACTOR ANALYSIS 

(i) We recommend that a Generalised Factor Analysis method be adopted. Though a less 

simple method to implement than Maximum Likelihood Factor Analysis, it removes the need 

to rank and transform indicator variables first, recognising the natural distribution of each 

variable, and observing the degree of separation between data zones on the original scale of 

each indicator. 

(ii) We recommend that Generalised Factor Analysis be considered for the Current Income, 

Employment and Housing domains, as well as the three domains that currently undergo FA. 

This would result in a consistent methodology being applied to each domain. The result for 

the Current Income and Employment domains would be equivalent to shrinkage towards a 

single higher level average, and would have little impact on the ranking of data zones; for the 

Housing domain, being constructed from two indicators, the likely effect on the relative 

positions of each data zone would also be small. All domains could be expressed as standard 

Normal deviates; the Current Income and Employment domains could also be expressed on 

the scale of the original measurements. 

11.2.3. EXPONENTIAL TRANSFORMATION 

We recommend that domain scores, expressed as standard Normal deviates, are transformed 

by the function ( ) ( )( )xx = -1-logf , or similar, prior to their weighted combination to form 

the SIMD (if all domains are defined to have zero mean and unit variance, further 

standardisation is not necessary). This would have similar effects to the current method in 

terms of avoiding “canceling out” of opposing levels of deprivation on different domains, but 

would not require ranking of data zones, thereby preserving the degree of separation between 

areas on each domain. 

11.2.4. WEIGHTING 

We recommend that the methods by which domain weights are derived is made more explicit, 

reflecting the importance of each domain in terms of its prevalence experienced by those 

living in Scotland and its severity. 
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11.2.5. UNCERTAINTY 

We recommend that measures of deprivation be estimated using Markov Chain Monte Carlo 

methods and the posterior distributions of these measures be used to produce uncertainty 

intervals for the deprivation score and rank of each data zone. This would be feasible only if a 

simplified methodology were adopted for the calculation of deprivation measures. 

11.2.6. OTHER RECOMMENDATIONS 

We recommend that the CMR, CIF and Adults without Qualifications indicators be replaced 

by standardised ratios of the observed numbers of events to the expected numbers in each data 

zone, given the national age-sex distribution of events. This would be simpler to model 

statistically and aid the calculation of estimates of uncertainty, which would automatically 

take account of any loss of stability with this method. 

11.3. CONCLUDING REMARKS 

We have found that a number of simplifications to the current methodology could be made 

with little impact on the resulting deprivation indices. If anything, the current methods are 

slightly biased in favour of large urban areas, and a simplified algorithm could be viewed as 

more equitable. If one of the objectives of the current indices is to adopt simple and 

transparent methods where possible, then these simplifications would assist in this aim. 

However, the current method of Factor Analysis (FA) employs the imposition of artificial 

distributions to component indicator variables, and a more general method could be used that 

would recognise the natural distribution of each indicator and preserve the relative differences 

between data zones on each variable. Such a method would involve statistical techniques that 

are more complicated to apply, but no more difficult to understand. 

One interpretation of the similarity between the current SIMD and the alternative produced 

without shrinkage is that an element of shrinkage is taking place during the application of FA. 

The observation that no shrinkage produces similar results to shrinkage towards a single 

higher level average implies that using a single shrinkage area in general preserves the 

ranking of data zones. Extending this argument, Generalised FA could be applied to all six 

domains without prior shrinkage of indicator variables, and would yield a similar ranking of 

data zones on the resulting SIMD. Such an approach is appealing in that each domain is 

treated in the same way, with the observed data assumed to represent an observation from a 

distribution whose expected value is linearly related to some underlying deprivation factor. 

The transformation of domain scores to an exponential distribution as a way to avoid 

“canceling out” is a feature particular to the current methodology. We have provided an 

alternative transformation for the Normally distributed domain scores that does not involve 

ranking and recognises the distance between areas on the original indicators. We have also 

noted that transformation of the remaining domain scores is not required in order to achieve 

the stated aim; however, should FA be applied to these domains as well, the resultant 

“shrunken” domain scores could be represented on a scale that is by definition Normally 

distributed, and the aforementioned transformation could again be applied. 

The area in which the current indices could be improved the most is in the calculation of 

measures of uncertainty in the ranking of each data zone. This would allow the presentation of 

deprivation indices and summaries at composite area levels with associated confidence 

intervals, recognising the nature of such indices as estimates rather than truths. This 

uncertainty could be incorporated into resource allocation algorithms that are currently based 

on thresholds of deprivation levels, so that data zones close to the threshold would contribute 

towards the allocation attributed to the higher-level area. The necessary methods could be 
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applied if the current algorithm were to be simplified, and should incorporate the proposed 

factor analysis methods with little difficulty. 

To adopt the recommendations regarding simplification and standardisation of the algorithm 

and estimation of uncertainty of the resultant indices and ranks would require an investment 

of time to develop the methodology; we estimate that three months’ full-time work by a 

statistician would be required, plus some additional input from expert(s) in the associated 

techniques. Subsequent applications of the developed method would be less time consuming. 

To develop the proposals regarding the weights used to combine domain scores would 

involve the construction of measures of prevalence and severity associated with each 

deprivation domain. The precise techniques that could be used have not been explored in this 

report, but should be the subject of further research. 
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